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Abstract — In this study, NodulePredict, an automated system for 
lung cancer diagnosis, was developed to segment lung nodule 
regions from CT scans and predicts whether they are cancerous. U-
Net segmentation was used to isolate nodule regions from CT 
scans, in a series of six models. Using the best-performing feature 
set, an XGBoost classification pipeline was then developed to 
predict whether isolated nodules were cancerous, using individual 
nodule predictions to arrive at an overall scan-wise cancer 
probability. 

I. INTRODUCTION 

CT scans are used to produce cross-sectional images of a patient’s 
internal structure, and they are particularly useful for cancer 
diagnosis. However, the process of analyzing these scans slice by slice 
is time-consuming and a machine-learning based approach can yield 
greater accuracy and efficiency. Thus, the purpose of NodulePredict is 
to serve as a decision-support system to aid oncologists in lung cancer 
detection and diagnosis. 

II. MATERIALS 

To create a fruit fly model, NS mutations were inserted in the fly 
genome using a GAL4/UAS system, a tool used to create offspring 
with desired mutations. In this mating cross, female flies had the 
GAL4 driver, while the male flies had the UAS gene of interest. When 
the flies mated, the GAL4 protein activated transcription of the target 
UAS gene, and the offspring had a specific NS mutation [2]. Female 
flies were crossed with six male fly lines: UAS RasV12, phl, UAS 
hRAF S259A, UAS mek E203K, UAS mek Y130C, and UAS mek 
F53S. Each male fly line was crossed with three sets of female flies to 
allow for three trials per fly line. Once the offspring of the crosses 
developed into adults, their wings were dissected and observed 
under a microscope. When it was confirmed that all offspring 
developed ectopic wings, the next phase of drug testing began. Four 
drugs (331, 535, 3717, 7447) at optimal concentrations (1 µ M, 10 µ M, 
or 100 µ M) were added to fly food and administered to offspring flies 
that had ectopic wings. Varying concentrations were used to 
determine if 100 µ M would be too powerful and kill the fly, or if 1 µ 
M would be too weak and have no effect on the fly. Once the 
offspring developed into adults, their wings were observed to see if 
the drugs rescued the ectopic wings. 

III. METHODS 

NodulePredict was developed in three phases: preprocessing, 
segmentation and classification. During the first phase, balanced data 
was preprocessed by applying annotated nodule masks indicating the 
location of lung tissue. To further isolate lung tissue, a novel 
Hounsfield Unit-based filtering algorithm was developed with a 395-
405 HU range and normalized slice number for each patient to 256. A 
randomized training/testing set of 65 scans/25 scans was then 
created. During the segmentation phase, six U-Net models were 
tested with varied hyperparameters including learning rate, 
optimizer, activation function, and number of layers [2].  The Dice 
coefficient was used as the objective function to rank each model’s 
relative performance. Additionally, for each model, a feature set 
consisting of model weights was extracted for use in the classification 
phase. During the classification phase, four XGBoost models were 
designed and tested with varied learning rate, optimizer, and decay 
(gradient-boosting) value. Since this step involved actual nodule-wise 
and scan-wise predictions, both raw accuracy and binary logarithmic 

loss (to measure false-positive rate) were used to rank each model’s 
relative performance. 

IV. RESULTS 

Individual raw CT scan slices were transformed into segmented 
ROI regions consisting of only lung tissue via the preprocessing 
pipeline. Using the resulting dataset for segmentation, Model 6 (9 
layers, 0.0001 learning rate, Adam optimizer, and Leaky ReLU 
activation layer) achieved the highest Dice coefficient of 0.64 (Fig. 1). 

 

 
Figure 1: Mean Dice coefficients for all nodule mask segmentation models. 
 

The best-performing classification model in terms of naive 
accuracy was Model 3, with an accuracy of 0.83 (Figure 2). Model 3 
also had the least overfitting of any model (3.93/4.50 
training/validation loss ratio). Model 1 had the lowest false-positive 
rate with 0.59 mean log-loss (Fig. 2). 

 

 
Figure 2: Classification phase XGBoost model performance. 

V. CONCLUSION 

During the course of this study, a deep learning pipeline for lung 
cancer diagnosis was developed, with a peak segmentation Dice 
coefficient of 0.64, diagnostic accuracy of 82%, and log loss (false 
positive rate) of 0.59. Future work will focus on testing 
NodulePredict’s learning architecture on larger datasets and 
introducing synthetic data into the segmentation pipeline. Ultimately, 
NodulePredict promises to streamline the lung cancer diagnostic 
process by serving as a valuable decision-support tool for oncologists. 
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